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A virtualized data center

Cloud
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What do we want?

ÅAn automated resource management system for the VDC

ÅDesign goals

īEnsures that all applications running in the VDC can meet their 
SLOs when thereôs sufficient resource

īWhen there is resource contention, ensures higher-priority 
applications receive better performance than lower-priority 
applications

īAll resource allocation decisions should be made automatically
without human intervention

ÅWhat are the new technology enablers to make this 
happen?
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New technology enablers

ÅActuators:

īAPIs for dynamic resource allocation to VMs

ÅCPU shares/weight and caps/limits

ÅMemory balloon driver

Ådisk I/O shares

Ånetwork I/O?

īLive migration of VMs

ÅSensors: 

īresource usage sensors for hosts and VMs

īadditional sensors for application performance 
(response time, throughput)

ÅClient side and server side
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Why is this hard?

ÅMapping application-level SLOs to system-level 
resource requirements is nontrivial

īApplication performance depends on its access to 
multiple system-level resources (cpu, mem, I/O)

īDistributed IT applications require resource allocations 
across multiple tiers

īTime-varying workload demands ïmaking static 
resource allocation inappropriate

īPerformance interference among applications sharing 
the same infrastructure

ÅWhat can we leverage from control theory?
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Recap: 
whatôs a basic feedback control loop?

controller
r

-

e = r - y
actuator system

u: control knob settings

y: measurements 

of interest sensor

e

y

r u

-

+ controller
target 

system

e

y: measured app perf

r: app perf

targets
u: resource 

allocations

-

+ resource 

controller
VDC



813 April 2010

A control-theoretic approach 
What are the strengths?

ÅS1: Quantitative input-output models

ÅS2: Dynamics and transients

ÅS3: Correlation between multiple metrics

ÅS4: Well-Studied control algorithms

ÅS5: Tradeoff between responsiveness and 
stability

ÅS6: Nonlinear and time-varying behavior

Å X. Zhu, Z. Wang, S. Singhal, M. Uysal, A. Merchant, P. Padala, and K. Shin, ñWhat does control 
theory bring to systems research?ò ACM SIGOPS Operating Systems Review, 43(1), January 2009.
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S1: Quantitative input-output models
An input-output view of a system

Examples for inputs:

Åadmission control parameters

Åresource allocation

Åno. of threads in application

Åcache size

Åcontent quality level 

Examples for outputs:

Åapplication QoS

Åresource utilization

Åqueue length

Åcache hit ratio

Åservice differentiation ratio

target system

d: disturbance
y: measurements 

of interest
u: control knobs 

settings

(inputs) (outputs)

Examples for disturbance: resource bottlenecks not under control, 

workload changes, system failures
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S1: Quantitative input-output models
Whatôs an input-output model?

ÅThese may not be the inputs/outputs of the real system

ÅDistinguished from traditional performance models for 
computing systems

īSome are hard to analyze, e.g., look-up tables

īSome more suitable for long-term average, e.g., queueing models

ÅA model is a function G that maps values of inputs (u) into 
values of outputs(y): y = G(u)

Application  
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resource allocations     
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workload
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S1: Quantitative input-output models
How to obtain an input-output model?

ÅFirst-Principle models: exist only for special cases

ÅBlack-box approach: model inferred from empirical data

īUsed more commonly for computing systems 

īModel parameters estimated via regression

īDesign of modeling experiments is critical

ÅNeed to cover different operating regions

ÅNeed persistent excitation in the inputs

q(k): queue length

l(k): arrival rate (req/sec)

s(k): service rate 

(req/sec)

Ts: sampling interval (sec)

q(k)

l(k)
s(k)
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S1: Quantitative input-output models
What can go wrong without such a model?

ÅThe controller cannot adapt to different operating regions

īdifferent operating regions have different ñslopesò ïmulti-model

īcertain operating regions ñuncontrollableò when input becomes 
ineffective

īoperating regions shift with workload
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Quantitative input-output models
What can go wrong without such a model?

ÅThe controller may be too aggressive or two slow

ÅExample-controller: 
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S2: Dynamics and transients
Whatôs dynamics?

ÅDynamics represent the transient effects of system 
memory ïcorrelation between past and present states

ÅQueuing theory does not capture system transients

ÅExample: Linear-time-invariant (LTI) model: 

ï n,m: order (length of memory in the system)

ï d: delay (when do we observe a change in y after a change in u?)

ï a, b: sluggishness and sensitivity

ïŮ: noise and disturbance not captured by the model

ÅModel parameters can be estimated via linear regression

ÅLow-order models (n=1 or 2) are often good enough ï
offers more robustness by ignoring higher-order dynamics

ÅIgnoring critical dynamics can lead to instability
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S3: Correlation between different 
metrics 

ÅAn output may be more sensitive to one input vs. another

ÅSame input may have different degrees of impact on 
different outputs

ÅMIMO models can help quantify these differences

ÅExample:
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S4: Well-Studied control algorithms

ÅThreshold-based algorithms commonly used in computing 
systems

īHard to choose the threshold value and size of the control action

ÅControl theory provides a set of mature algorithms

īPID controller for SISO systems

ÅProportional:

ÅIntegral:

ÅDerivative: 

īLQR (Linear Quadratic Regulator) controller for MIMO systems
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S5: Tradeoff between responsiveness 
and stability

ÅFeedback can introduce large oscillations to an otherwise 
stable system

ÅTheoretical stability implies convergence of measured 
output to a constant value

ÅHard to completely eliminate oscillations in practice

ÅTo goal is to minimum oscillation and to provide better 
predictability in the output

ÅA fundamental tradeoff exists between stability and 
responsiveness (rise time/overshoot and settling time)

ÅThis tradeoff is explicitly handled in CT-based algorithms

ÅExample ïLQR controller
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S6: Nonlinear and time-varying behavior
Two examples
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S6: Nonlinear and time-varying behavior
Adaptive control - a useful tool

ÅAdaptive control theory offers a powerful mechanism for 
handling this

ÅUse a linear model to approximate a nonlinear 
relationship around an operating point

ÅModel parameters are periodically re-estimated online, 
and controller parameters are adapted accordingly

er u y
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A case study

ÅAutoControlïAn Automated resource Control
system for applications running inside a VDC

Å P. Padala, K. Hou, X. Zhu, M. Uysal, A. Merchant, Z. Wang, S. Singhal, and K. Shin, ñAutomated 
control of multiple virtualized resources,ò Eurosysô09, April 2009.

app1 web

app2

VMM

app1 db

app3 web

VMM

app4

app3 db

VMM

Node I Node II Node III
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Review of design goals

ÅPerformance assurance: Ensures that all applications 
running in the VDC can meet their SLOs when thereôs 
sufficient resource

ÅService differentiation: When there is resource contention, 
ensures higher-priority applications receive better 
performance than lower-priority applications

ÅAutomation: All resource allocation decisions should be 
made automatically without human intervention

ÅAdaptation: The controller should adapt to variations in 
workload demands

ÅScalability: The controller should be scalable to handle 
many applications and nodes.



Two-Layered control architecture
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Distributed controller implementation
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Node I

Node II

Node III

app1

controller

app2 

controller

Node I 
Controller

app3 

controller

Node II 
Controller

app4 

controller

Node III 
Controller

ÅLimit the number of control inputs in each controller:
ïapplication controller: #resources x #tiers/application

ïnode controller: #resources x #VMs/node



Application controller
Internal structure



2513 April 2010

Application Controller
Adaptive black-box model estimator

ÅMISO model captures multiple tiers and multiple resource types

ÅUse normalized performance metric

īAllows dealing with different metrics with different units

ÅOnline estimation using recursive least squares (RLS)

īApproximates nonlinearity and workload dependency

ÅSecond-order ARMA models are used in our implementation
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Adaptive model estimator
An example from case study
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MAPE = 6.9%



ÅDetermines best allocations to minimize cost function

ÅPerformance cost

īPenalizes deviation of application performance from its target

ÅControl cost

īLimits the change of each control action and improves stability

ÅOptimal resource allocation
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Application Controller
Online optimizer
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Node controller
node-level arbiter to determine final allocation

App Controller I App Controller II App Controller III
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Experimental evaluation
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